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Abstract
In this paper we take an optimization driven heuristic approach, motivated by dynamic
programming, to solve a multistage stochastic optimization of energy consumption for a
large manufacturer who is a price-making major consumer of electricity. We introduce a
mixed-integer program that co-optimizes consumption bids and interruptible load reserve
offers, for such a major consumer over a finite time horizon. By utilizing Lagrangian methods, we decompose our model through approximately pricing the constraints that link the
stages together. We construct look-up tables in the form of consumption-utility curves, and
use these to determine optimal consumption levels. We also present heuristics, in order to
tackle the non-convexities within our model, and improve the accuracy of our policies. In
the second part of the paper, we present stochastic solution methods for our model in which,
we reduce the size of the scenario tree by utilizing a tailor-made scenario clustering method.
Furthermore, we report on a case study that implements our models for a major consumer
in the (full) New Zealand Electricity Market and present numerical results.
Keywords: OR in energy, stochastic programming, integer programming, multi-stage optimization, Lagrangian decomposition.
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Introduction

Modelling and optimizing the production resources and processes for large manufacturers dates
back to the industrial revolution. There exists a wide range of research on manufacturing
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optimization models, that mostly aim to minimize the cost of production, or achieve an adequate
performance based on different criteria [6]. Energy consumption management is one of the
major elements in controlling production resources. Among all of the different forms of energy
for industrial use, electricity is different, primarily because it cannot be stored easily. Moreover,
in a lot of countries, electricity is traded via a unique platform, wholesale electricity market,
which is prone to high fluctuations of price, even within small time-periods. As a result, most
consumers purchase electricity from retailers, or engage in medium-term contracts, with known,
but higher price rates. However, for firms whose share of electricity consumption is relatively
large, the difference in total energy costs is high enough to incentivize purchasing electricity
directly from the wholesale market, and managing the risk of high prices through signing sidecontracts, and/or demand response.
Manufacturing scheduling models that take into account electric power cost savings have recently
been the focus of many studies, in various forms. These studies attempt to lay out energy-aware
scheduling systems that are optimized over their specified time-horizon. For instance, in [16],
an ant colony optimization is developed which considers production efficiency while taking into
account the electricity consumption costs, with time-of-use pricing schemes. Mitra et al. in [18],
provide deterministic optimal production planning for continuous power-intensive processes,
with time-sensitive energy prices. In [25], Sun and Li utilize Markov Decision Processes (MDP)
to model real-time electricity demand response for a sustainable manufacturing system, where
the manufacturer curtails load, in response to unforeseen events in the market that may cause
price spikes. Also, in [15], an MDP approach has been adopted to tackle the manufacturer’s
demand response problem, but in contrast to [25], instead of assuming a deterministic sequence
of future prices, their model works with a distribution of future prices.
In electricity markets MDPs have been used to lay out dynamic demand scheduling methods.
For instance in [9, 17, 19] MDP methods are used to approach price-responsive residential electricity consumption models. Moreover, in [15] a more general MDP approach is used to present
a demand-response method for non-interruptible and interruptible loads.
In all the papers mentioned above and the similar existing literature on manufacturer’s demand
response, electricity price is given as an exogenous parameter. However, the assumption of
price-taking consumers is, in many cases, an over-simplification. The most significant difference
in studying large manufacturers’ demand response, as opposed to studying optimized priceresponsive demand policies for residential consumers [21, 27], lies in the acknowledgment of the
impacts of the large agent’s actions on the spot prices. Often, large manufacturers have sizableenough loads that changing their consumption could have a significant impact on the electricity
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price; it is important that this ability to affect the price is represented in the mathematical
modeling of such problems.
Due to the “hockey stick” nature of electricity stacks (as we approach system capacity the
prices rise sharply), cutting down the consumption during high price periods not only reduces
the purchase of high priced electricity, but also leads to a decrease in spot prices, and a resulting reduction in the total energy costs of the manufacturing processes. Promoting flexibility in
electricity consumption also enables these firms to participate in the reserve market and gain
extra revenue through providing ancillary services. In addition, offering interruptible load reserve (ILR) allows the consumers to alleviate any pressure on reserve that may in turn affect
the price of electricity.
In this paper we focus on large manufacturers who purchase electricity from a co-optimized
energy and reserve market, such as New Zealand or Singapore, while taking into account the
influence of their actions on the prices of energy and reserve. In co-optimized markets each
major consumer can submit an ILR offer alongside their consumption bid for each trading
period. Therefore, in this paper we study demand response for price-making major consumers,
in order to develop a realistic multistage stochastic load scheduling for such manufacturers. We
will use the New Zealand Electricity Market (NZEM) data to build a realistic full-scale model.
In New Zealand, almost all manufacturers are large consumers of electricity, and many of these
manufacturers are capable of interrupting their manufacturing process, at least for a short
while. Pulp and paper mills and steel manufacturers are examples of manufacturers with some
flexibility for interruption of their electricity supply. Aluminium smelters have been regarded
as inflexible. However a new technology has been developed for the New Zealand Aluminium
Smelter (NZAS), which makes the smelter capable of demand response by allowing the cells
to dispense with electrical current running through them without the cell “freezing” [26]. The
NZAS load is in particular, has a large impact on the NZEM, as it consumes approximately
15% of the volume of electricity purchased in New Zealand. Therefore, we have used this firm’s
historical data in our case studies to benchmark the effectiveness of our proposed policies.
Responding to price can reduce the cost for the consumers. However, there is a limit on how
much flexibility a manufacturer has in changing its production plan. Most of these major
consumers have contracts that obligate them to produce certain quantities within a given time
period. In order to present a realistic consumption plan for such manufacturers we incorporate a
total consumption requirement over a finite time horizon. This allows for load shifting between
stages, while maintaining the production requirements over the specified time horizon. However,
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adding this constraint will make the optimization problem hard to solve, since the stages will
become linked together.
Our aim is to solve this multistage optimization problem for a month-long time horizon. Given
each day consists of 48 time-periods, the number of stages for this optimization problem is 1440.
Solving such optimization problem becomes more challenging when uncertainty is introduced
to the model, and we need to maximize the expected profit over such a time horizon. Our
approach in this paper is to use Lagrangian decomposition techniques to tackle the complexity
of the problem, by taking into account the structure of the problem. The closest work that has
been done on this problem is by Steeger et al. in [23, 24], where they address a price-maker
hydro-electric generator who strategically offers energy over a time-horizon. The method that
they use to tackle the integrality of the value function is to convexify the future expected value
curves, which is an approximation of the true value functions. Our method, however, tackles
non-convexities through utilizing step-wise value curves with higher accuracy. In addition,
in [23, 24], the solution method is applied on a 24-stage time horizon, and operates over the
equivalent of a single-node network, whereas our case-study is a large real world application,
consisting of 1440 stages, and a 270-node network. Therefore, in order to reduce the size of the
corresponding scenario tree, we introduce a sensitivity analysis based clustering method that
approximates our endogenous price process.
The paper is laid out as follows. Section 2 introduces the single-stage co-optimization for a major
consumer, represented by a MIP (mixed-integer program). It is followed by Section 3, where we
extend the multistage co-optimization over a finite time horizon, and by utilizing Lagrangian
methods decompose the model. In Section 4 we move to optimization under uncertainty and
propose a heuristic clustering method. In Section 5, we apply the stochastic optimization for a
major consumer of energy in the NZEM and report on the performance of our proposed policy.
Section 6 concludes the paper.

2

Co-optimization of energy and reserve

We view our consumer as a strategic, price-making agent. We start by assuming that at a given
time period, this consumer maximizes its profit through deciding on its energy consumption
bid and ILR offer. As the consumer is a price maker, the optimal power flow (OPF) problem is
embedded within the consumer’s profit optimization problem, rendering a leader-follower type
model captured as a bi-level program. (See Appendix A for the detailed strategic consumer’s
bi-level problem.) In order to solve this mathematical program, following [8], we convert the
bi-level model to a mixed-integer program (MIP), utilizing a bi-parametric sensitivity analysis
4

reformulation method. In this paper we present our MIP in a generic form as below:
[MIP]t,v

max Πt (xt ) = vxt − Ct (xt )
s.t. xt ∈ St .

Here xt is a vector of decision variables at time t (in our model it consists of consumption and
ILR), and xt is the consumption level at time t. Also v is the value of consuming one unit
of electricity, Ct is the cost function at time t, and St forms the feasible set at stage t, which
may be non-convex. Note that for each time period MIP is a large optimization problem that
is derived from a bi-level problem that maximizes a price-maker major consumer’s profit while
solving the co-optimized OPF in the lower level. In NZEM, the OPF is solved over 250 nodes.
One of the important parameters in the single-stage co-optimization is the marginal value of
energy consumption. In the absence of a total consumption target, we can solve each time
period separately according to the marginal value of electricity consumption. However, when
there is a total consumption goal, the stages are linked together. In the next section, we extend
our model over a time horizon, and present solution methods.
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Co-optimization over a time-horizon

Optimal actions of strategic major consumers are highly influenced by the marginal value of
consumption. This value is affected by various parameters such as the global price of a manufacturer’s product, labour costs, etc. This utility also may change slightly or drastically throughout
time for industrial consumers, due to changes in the product price or government policies. For
this reason, manufacturers typically enter into long-term contracts to deliver specific quantities
of their product by a given date; so the question becomes “how should a manufacturer choose
to schedule consumption in order to minimize its total cost?”.
Therefore, in this paper we aim to change our point-of-view from a marginal value perspective
(as was the focus of [8]) to a total consumption value target, and plan consumer’s load over a
given time horizon. Below we lay out a model that optimizes the consumption and ILR levels
for a strategic consumer, given a total consumption level G over a time horizon T .
[MIP]

max Π(x) = −

X

Ct (xt ) +

t∈T

X

vxt

t∈T

s.t. xt ∈ St
X
xt = G.

∀t ∈ T

t∈T
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Here x∗ is the optimal solution to [MIP], hence

P

t∈T

vx∗t = vG, which is a constant. This

shows that the marginal value of consumption will not affect the optimal actions, since the
total consumption value is the key parameter to control consumption at each time period1 . In
this model we consider this value to be exogenous to our model. Given the observation above,
we continue by defining [CM-MIP]. Note that the optimal solution to [MIP] solves [CM-MIP].
[CM-MIP] Z(G) = min

X

Ct (xt )

t∈T

s.t. xt ∈ St
X
xt = G.

∀t ∈ T

t∈T

In the rest of this paper we attempt to solve [CM-MIP], where each [MIP] is a complicated
optimization program (see Appendix A), and over a large T ; which results in a very complex
model. Given that this large problem cannot be solved with commercial solvers in a reasonable
time-frame, decomposition methods are needed in order to find the optimal policy. In particular,
we will implement a decomposition method which enables the flexibility to change the problem
parameters (e.g. total consumption value) throughout the optimization period.

3.1

Dynamic programming

In this section, we aim to decompose our MIP in a way such that we can solve each time-period
separately, while taking into account the effects of the actions in each time-period on future
consumption requirements. At first glance, the structure of [MIP] fits well to be solved via
dynamic programming, with the “consumption to go” as the one-dimensional state variable.
However, this standard approach does not perform efficiently as the number of states becomes
very large for long time-horizons. For instance, for a weekly plan, if we discretize the states by
1MW steps, while assuming that the consumer can consume up to 800MWh at each trading
periods, the number of states is 268800 for each stage. Furthermore, in order to calculate the
stage-cost for a given time period t, we need to solve [CM-MIP]t 2 . In addition, in this approach
it is necessary to discretize the consumption quantity. However, our goal is to offer a nondiscretized optimal demand schedule for a major consumer, in a practical time-frame, hence we
will present alternative decomposition methods.
1

When the decision makers set the value G for their firm, they already have taken into account the average

marginal value of consumption over the designated time horizon.
2
The reason we are required to solve a MIP rather than simply solving the dispatch LP is due to the fact that
the major consumer strategically offers ILR that is co-optimized with the consumption level. Please see [8] for
the detailed strategic consumer’s co-optimized model.
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3.2

Lagrangian methods

A commonly-used approach to decompose a master-problem with a constraint that links the subproblems together is Lagrangian relaxation. In order to decompose our model we take advantage
of the unique properties of our model, in addition, we adapt ideas from decomposition methods
for convex models. We start with a price-taking model (which is convex), and we will then
extend this methodology and apply it to the [MIP] model.

3.2.1

Decomposition method for price-taking consumer

In this section we define an LP, where a price-taking consumer minimizes its cost, given a total
consumption quantity G MWh is required, over the set of linear constraints St , ∀t ∈ T .
[LP]

min

X

Ct (xt )

t∈T

s.t. xt ∈ St
X
xt = G

∀t ∈ T
[u]

t∈T

In the next step, we use the Lagrangian relaxation method to reformulate the LP as below:
[LP]

min

X

Ct (xt ) − u(

t∈T

X

xt − G)

t∈T

s.t. xt ∈ St

∀t ∈ T

Given G is a constant, if we find the right u = û that solves [LP], we can separate [LP] by time
periods. Hence for each t ∈ T we have:
[LP]t

min Ct (xt ) − ûxt
s.t. xt ∈ St .

Assuming strict convexity, û is essentially an increasing function of the consumption quantity
G. The higher û is, the more the consumer will consume. In the next section, we transition to
the price-maker consumer model by adapting this decomposition method for our MIP model,
but as we will see, û will no longer be a function of G.

3.2.2

Price maker model

In the price-maker version, since the model is non-convex, we cannot acquire a dual variable on
the total consumption constraint. However, by utilizing the idea of Lagrangian relaxation, we
7

can reformulate our model, using a parameter which mirrors the properties of a multiplier. In
order to build a decomposed MIP, we define [U-MIP]u as the problem with the total consumption
constraint removed, and instead valued in the objective. Lemma below provides a sufficient
condition where the optimal solution of [U-MIP]u solves [CM-MIP].
[U-MIP]u

max −

X

Ct (xt ) +

t∈T

X

uxt

t∈T

s.t. xt ∈ St

∀t ∈ T

Lemma 3.1. Let x∗ be the optimal solution to [U-MIP]u , for some u ≥ 0. Then x∗ solves
P
[CM-MIP] with G = t∈T x∗t .
Proof.
Π(x∗ ) = −

X

Ct (x∗t ) +

t∈T

⇒

X

⇒

ux∗t ≥ −

t∈T

Ct (x̂t ) ≥

X

t∈T

t∈T

X

Ct (x̂t ) ≥

X

t∈T

X

u(x̂t − x∗t ) +

X

Ct (x̂t ) +

t∈T

X

X

ux̂t

∀x̂t ∈ X

t∈T

Ct (x∗t )

t∈T

Ct (x∗t )

t∈T

Note that [U-MIP]u is decomposable to each time period (as [U-MIP]t,u and [MIP]t,v 3 are the
same). The next step is to find the right value of the parameter u in order to find the optimal
actions, for valid given total consumption values G. In order to make policies that result
in finding the right value of u, without relying on convexity, or continuity, we introduce the
Utility-Consumption (U-C) curves in the next part.

3.3

Utility-consumption curves

In order to show the properties of the model with respect to the u parameter value and optimal
consumption level, we construct look-up curves. The idea of using such curves is introduced
in [22] for a hydro-scheduling setting, whereas in this paper we extend this concept to a pricemaking optimal consumption model.
3

Note that [MIP]t,v from Section 2 and [U-MIP]t,u are essentially the same optimization problem. Recall

that the interpretation of parameter v in [MIP]t,v is the marginal value of consuming electricity; whereas the
parameter u in [U-MIP]t,u is the multiplier on the total consumption constraint. Hence, although we have changed
our perspective from a marginal utility point of view to a Lagrange multiplier value, these two parameter are
identical.
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In this section, in order to construct the U-C curves for each trading period t we solve [MIP]t,u ,
∀u ∈ [0, umax ], and plot the values of u versus its optimal consumption level, g(u, t) = x∗t
(shown in Figure 1). Mapping the consumption level to utility values is essentially a set valued
mapping. In particular [0, umax ] is partitioned by a finite number of sub-intervals (indexed by
k) such that ∀u ∈ (uk , uk+1 ), g(u) is constant.
umax

umax

u4

ûd
ûc
ûb

u3
u2

ûa

u1
g1

g2

g3

g4

g5

G1

Figure 1: U-C for one TP

G2

G3

G4

G5

G6 G7

Figure 2: Aggregate U-C

As demonstrated in Figure 1 for each of the finite number of ranges of parameter u, the optimal
consumption remains constant within the range. Also we observe that by increasing u, the
consumption value jumps to a higher consumption level. Below we prove that the U-C curves
are monotone increasing.
Lemma 3.2. Let x∗ be the optimal solution to [MIP]t,u , for some t and u, and Π(x∗ , u) be the
optimal objective function value of [MIP]t,u . Then ∀u ≥ 0, x∗ (u) is monotone .
Proof. We will first define [MIP]t,u0 , for some u0 > u, where Π(x∗ 0 , u0 ) is the optimal objective
value for [MIP]t,u0 ; that is laid out below:
[MIP]t,u0 max − C(x) + ux + (u0 − u)x
s.t. x ∈ S.
Using the definition of [MIP]t,u0 and [MIP]t,u , we have:
Π(x∗ , u) = Π(x∗ , u0 ) − (u0 − u)x∗ and Π(x∗ 0 , u) = Π(x∗ 0 , u0 ) − (u0 − u)x∗ 0 .
Given x∗ is the optimal value of x for [MIP]t,u , then no objective function value higher than
Π(x∗ , u) can be obtained for [MIP]t,u . Therefore, we have:
Π(x∗ , u) ≥ Π(x∗ 0 , u) =⇒ Π(x∗ , u0 ) ≥ Π(x∗ 0 , u0 ) − (u0 − u)(x∗ 0 − x∗ ).
Using the expression above we prove our lemma by contradiction. Suppose x0 ∗ < x∗ , therefore
we have (u0 −u)(x∗ 0 −x∗ ) < 0, this implies Π(x∗ , u0 ) > Π(x∗ 0 , u0 ) which yields a contradiction.
In order to build U-C curves, we first define the order of G values in G from lowest to highest.
Given the monotonicity of G with respect to u, we know that for the first G value in G there
9

will be a lower associated u value than the second G in G; this property enables us to easily
build the whole curve. The next step is to find the optimal policy, via the aggregated U-C curve
over all time periods. In order to make the aggregated curve, for any value of the parameter u,
we compute the the sum of corresponding optimal consumption values over all trading periods’
individual U-C curves in the time horizon. Therefore for each u we have the total consumption
P
values in the aggregated U-C curve G(u) = t∈T g(t, u). Figure 2 shows an aggregated curve
where the horizontal axis corresponds to total consumption values.
Given the method used for aggregating the U-C curve, the aggregated curves will have more
pieces than the sum of individual time-periods’ curves. Here the points on the total consumption
(G) axis, form the set of total consumption values G = {G1 , G2 , . . . , G5 } that we can choose
from. After choosing G, we can look up our U-C curve and find the range of optimal û values
for our model. Therefore we can solve each [U-MIP]t,û separately, given û. However in the case
where Ĝ ∈
/ G, the optimal solution to [U-MIP]u is not equivalent to that of [CM-MIP], as there
P
is no u = û such that t∈T x∗t = Ĝ. Hence we cannot simply use the aggregate U-C curve to
calculate the consumption in each time period.
The structure of our U-C curves indicate that to increase any designated G ∈ G value, we simply
increase consumption in some trading periods, i.e. there is no decrease of consumption in any
of the time-periods; this means that lower G values are nested within higher Gs. However, for
G∈
/ G the nested property might not apply, and the optimal solution could indicate decreasing
consumption at one trading period and increasing consumption in another. In order to address
this issue we present a heuristic method and bounds on the its solution in the following sections.

3.4

Heuristics

In this section we introduce a heuristic algorithm to extract policies from the aggregate U-C
curves, for any given value of G. First, for each time period’s U-C curve, we connect the vertical
lines with virtual horizontal lines, to make step functions. This step-wise function has the same
attributes as a supply function for a generator in the dispatch model (presented in Appendix
A). We view each time period as a node, and the total consumption value as the demand. We
introduce [HEU], where we minimize utility × consumption.
[HEU]

min

XX

s.t.

X

uit xit

t∈T i∈It

xit = xt

∀t ∈ T

i∈It
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X

xt = G

[û]

t∈T

0 ≤ xit ≤ qti − qti−1

∀i ∈ It \{1}, ∀t ∈ T

0 ≤ x1t ≤ qt1

∀t ∈ T

Here It is the index set that corresponds to optimal consumption values (and their corresponding
u value) in the U-C curve for each trading period t ∈ T (edge of U-C curve’s steps). Note
that once we have the U-C curves for each time period, solving the LP above has a trivial
computational cost. When Ĝ ∈ G the optimal consumption values in [HEU] are are also
optimal for [CM-MIP]. On the other hand, when Ĝ ∈
/ G the optimal consumption values form
a feasible solution to [CM-MIP]. However, [HEU]’s solution has advantages over other feasible
consumption values. Suppose δ = minG0 ∈G {Ĝ − G0 | Ĝ − G0 > 0}. In other words, in [HEU], we
optimize to which time period(s) the consumption quantity δ should be allocated.
When we use [HEU] to solve our model with several time periods and total consumption value
Ĝ, many of time periods’ consumption values remain the same as the [U-MIP] model’s optimal
consumption values for the marginal utility value û. Thus we can use the stored optimal ILR
quantity value of the [U-MIP]t,û model for the time periods t whose optimal consumption values
remained unchanged. For those time periods t, whose optimal consumption values in [HEU]
is different from that of [U-MIP]t,û , we solve [U-MIP]t,û again but with a constraint on its
consumption level, forcing it to be equal to the optimal value in [HEU], and therefore we can
determine the updated optimal ILR quantity for that time period.
Note that by increasing the number of stages, the relative gap between the total consumption
values in G decreases, which results in a lower relative optimality gap. In the next section we
present bounds on gaps between the optimal solution and the heuristic policy.

3.5

Bounds

In order to demonstrate how close the optimal solution to the proposed heuristic solution is,
we present upper and lower bounds on the optimal solution of [CM-MIP] (denoted by Z(G)).
When Gi ≤ Ĝ ≤ Gi+1 , and Gi , Gi+1 ∈ G, we have Z(Gi ) ≤ Z(Ĝ) ≤ Z(Gi+1 ). Without loss of
generality we assume that G2 ≤ Ĝ ≤ G3 , and G = {G1 , G2 , . . . , G5 }. Therefore the maximum
optimality gap (for the problem with G = Ĝ) is equal to (Z(G3 ) − Z(G2 )). The red box in
Figure 3 shows the proposed bounds in this case.
Given the structure of this problem, no better bounds can be derived without problem specific
information (prices and tranche widths etc.). The quality of these bounds depends on how
11

Z(G)
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G2

G3

G4

G1

G2

Ĝ1

Ĝ2

G3

Figure 3: Cost curve

Figure 4: Cost curve - bounded
small the gaps are between the total consumption quantities. When the time periods are not
identical, the increase in number of time periods can lead to smaller gaps. In the case that the
time horizon includes several identical time periods, the gaps can stay large, but by using the
heuristics method we can find optimal solution in between the gaps (Z(Ĝ1 ) and Z(Ĝ2 ) in Figure
P
4). In the following corollary we prove that any solution of [HEU] in which each xt = i∈It xit
is equal to a qt in the corresponding time period (a vertex solution), is an optimal solution to
our original cost minimizing problem.
Corollary 3.2.1. Any optimal vertex solution to [HEU] is an optimal solution to [CM-MIP].
Proof. Any optimal vertex solution to [HEU] yields a total consumption value G :=

P

t∈T

x∗t .

Lemma 3.1 then establishes the result that x∗ solves [CM-MIP].
This means that if the total consumption quantity Ĝ is not in G and it is used as the total consumption parameter in [HEU] and returns a vertex solution, then this solution solves
[CM-MIP]. Furthermore, from Corollary 3.2.1, we have that there exists an ordered set G 0 =
{G1 , G2 , ..., Gm } whereby [HEU] returns a vertex solution. Now, we know that the maximum
gap between any pair of total consumption values in G 0 is the maximum consumption in one time
period (Gi+1 − Gi ≤ max{qj }). Hence for large total consumption values (e.g. for optimization
over long time-horizons), the size of this approximation, as a percentage of the total consumption, becomes insignificant. We can put the steps developed above together in an algorithm to
produce a (near) optimal consumption schedule for the large consumer of interest.
Deterministic U-C algorithm: DUCA
1. Construct individual TP U-C curves g(u, t)
Solve [MIP]t,u to find xt = x∗t set g(u, t) = x∗t ,

∀u ∈ [0, umax ], ∀t ∈ T .

2. Make the aggregated U-C curve G(u)
P
G(u) = t∈T g(u, t), ∀u ∈ [0, umax ].
3. For a given total consumption value Ĝ, find a corresponding u value
If ∃û ∈ [0, umax ] where G(û) = Ĝ:
12

– Directly use û value to determine optimal consumption values at each TP
x̂t = g(û, t),

∀t ∈ T .

Else:
– Use the heuristic model to determine consumption values at each TP
Solve [HEU] with G = Ĝ. If x∗t is the optimal consumption values of [HEU] → x̂t =
x∗t

∀t ∈ T .

4. Return consumption values and corresponding ILR quantities4
For each time period return x̂t .
Note that the construction methodology for our aggregate U-C curve ensures that in step 3 of
the algorithm above, we choose an optimal, or near optimal consumption level. In subsection
4.2 we generalize this to the stochastic expected aggregated U-C curves construction algorithms.
In addition, in subsection 4.4 we lay out our stochastic U-C policy implementation algorithm.

3.6

Multistage co-optimization example

In order to demonstrate the impact of multistage co-optimization we lay out an example over a
3-node network. The 3-node network’s configuration is laid out in Appendix B. In this example,
we build a multistage model which is solved over twelve time periods, where the time horizon
starts with off-peak time periods, then it transitions to shoulder (i.e. medium consumption),
peak and again shoulder trading periods, respectively. We assume that the difference in time
periods is only in the inelastic demand and the reserve requirement, while the energy and reserve
offer stacks are identical in all time periods. (See Appendix B for offer stack data).
We assume that the major consumer is required to consume a total of 240 MWh of electricity
over the time horizon. In order to probe the impacts of co-optimization of energy and reserve
we present two versions of our model, first, we consider a major consumer who chooses its
consumption quantity, and has the ability to offer ILR. Secondly, a major consumer who only
decides on its consumption level and cannot offer ILR; we call these two versions v1 and v2,
respectively. Utilizing our decomposition method, we build the individual trading period U-C
curves, and subsequently, the aggregated U-C curves for v1 and v2 (Figure 5). Utilizing the U-C
curves above, we can derive the U-C policy as well as the heuristic method that was presented
in Section 3.4. In Table 1 we lay out the consumption level values of our proposed policies
for both v1 and v2. Note that the solution of normal U-C policy is to over-consume energy;
4

The optimal ILR quantity is computed simultaneously with the optimal consumption value for each u at

time period t. These values can be stored to be used in this step of the algorithm.
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Figure 5: Aggregated U-C curves for v1 and v2
the heuristic policy however, aims to consume the exact amount of energy throughout the time
horizon (the instances when quantities differ between the two policies are highlighted in red).

U-C
Heu

v1
v1

1
17
17

U-C
Heu

v2
v2

39
17

2
19
16

3
16
16

4
29
29

Time Period
5
6
7 8
25 24 10 9
25 24 10 9

9
9
9

10
29
29

11
25
25

12
31
31

Total
243
240

34
34

16
19

29
29

25
25

2
2

29
29

25
25

31
31

259
240

24
24

2
2

3
3

Policy
Heuristic
Optimal

v1
2617.6
2604.1

v2
3494.5
3476.5

Table 2: Total cost ($)

Table 1: Consumption levels for normal U-C vs heuristic policy

From the policies that are presented in Table 1, we can observe that in peak time periods
(7–9), the strategic consumer’s demand is higher in v1 compared to v2. This is because in v1
with higher consumption levels the strategic consumer, capable of offering ILR, can offer more
ILR and take advantage of high reserve prices at peak periods. But, in v2 in peak prices the
consumer reduces its consumption; this leads to more consumption in off-peak periods.
In Figure 6 we depict the realized energy and reserve prices for v1 and v2, that are derived from
the heuristic U-C policy. In addition, we compare our consumption policies with a fixed policy.
We report on the fixed consumption policy, in which the strategic agent consumes 20MWh at
each trading period (and co-optimizes ILR, similar to v1). In Figure 6, we also demonstrate
the realized energy prices of the fixed consumption model for v1 at each trading period.
As shown in Figure 6, compared to the fixed consumption policy, our U-C policies prevent
high energy prices at peak time periods (7–9), and consume more at off-peak trading periods
(1–3). In addition, reserve prices in v2 are never less than v1, meaning that offering ILR by the
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Figure 6: Energy and reserve prices in v1 and v2
consumer may lower reserve prices. In order to further compare our policy’s performance we
compare the results with the optimal solution that is derived from directly solving [CM-MIP]
for v1 and v2. In Table 2, we present the total cost of implementing each presented policy.

4

Stochastic co-optimization over a time horizon

In this section we transition to a stochastic version of [MIP]. Our goal is to utilize the models
developed here for real world applications, hence it is imperative that we account for future
uncertainty at the planning stage. In order to facilitate mathematical exposition, in this section
we define a scenario tree [11] and index variables by their corresponding node in the tree. We
use the following notation in the rest of this section:
• N is the set of all nodes in the scenario tree;
• Nt is the set of nodes in time period t;
• xn is the electricity consumption at node n of the tree;
• xn is the vector of actions at node n of the tree;
• Cn is the cost function at node n;
• Sn is the feasible set of actions at node n;
• un is the u parameter corresponding to node n;
• Pm is the vector of nodes that form the path that terminates at leaf node m;
• ρn is the probability of reaching node n (via any path); and
• ρn,l is the probability of reaching node l from node n in the tree.
Similar to the deterministic case, we seek to minimize expected total cost of consumption over
the time horizon. We denote this stochastic problem [S-MIP]; this optimization problem seeks
to minimize expected cost over all paths of the scenario tree as given below:
[S-MIP]

min

X X

ρn Cn (xn )

t∈T n∈Nt

s.t. xn ∈ Sn

∀n ∈ Nt , ∀t ∈ T
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X

∀m ∈ NT

xn = G

n∈Pm

We can extend the decomposition methodology of the deterministic case here, but here we will
first decompose by scenario (much like [20]), then by time.
In order to implement the optimal consumption strategy, the stochastic and non-anticipative
nature of the scenario tree must be respected. We will therefore need suitably aggregated U-C
curves that encode this information. To do so, we are guided by the principle that the optimal
value of consumption in each period is precisely the quantity that will yield a marginal cost of
consumption now, equal to the expected marginal cost of consumption in the future, at least
in convex cases. We illustrate this principle initially on the convex problem that captures the
price taker consumer’s planning problem.
Recall the price-taking consumer from Section 3.2.1, now in a multistage setting, formulated
as a stochastic dynamic program, and in absence of any integrality requirements. In [D-LP]nt
defined below, at each stage, the linear program minimizes cost, with total consumption to go
(gt ) as the state variable. By the assumption that the expected future in the last time period
t = T is zero ( CTl +1 (gTn +1 ) = 0 ), for period t and any scenario tree node n ∈ Nt we have:
[D-LP]nt

Ctn (gt ) = min C(xnt ) +

X

l
n
ρn,l Ct+1
(gt+1
)

l∈N t+1
n
s.t. xnt + gt+1
= gt .

[unt ]

Theorem 4.1. Consider unt , the dual on the consumption constraint at stage t defined in [DLP]nt . Then
X
l∈N t+1

ρn,l

l (g n )
∂Ct+1
t+1
= unt , and
n
∂gt+1

∂C(xnt )
= unt .
∂xnt

Proof. Simply apply optimality conditions to [D-LP]nt to obtain the above.
The equations above show that unt can be used to control the optimality condition, which
indicates that at each node of the tree the marginal cost equals to marginal cost-to-go. In the
next part, we use this property, to define the marginal utility vs. marginal cost relationship in
the price maker model. This approach is explained in detail in section 4.2, but prior to that we
make a short detour to deal with the discrete nature of the optimal consumption quantities.

4.1

Price-making consumer

In the price maker stochastic model, as well as the deterministic version, we are faced with
the problem of corner point solutions. Here, the decomposed model’s optimal solution is only
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equivalent to that of the original problem for a set of discrete total consumption levels, where
there exist a different set for each path m ∈ NT . In order to address this issue, we introduce
[S-MIP-+ ], where +
m ≥ 0 is added to the total consumption on each path. We will focus
attention on [S-MIP-+ ], instead; although [S-MIP-+ ] is not exactly equivalent to [S-MIP], the
deviation of its optimal solution from that of [S-MIP] is small enough for the purposes of our
model (large total consumption value over a long time-horizon).
X X
[S-MIP-+ ] min
ρn Cn (xn )
t∈T n∈Nt

s.t.

X

xn = G + +
m

∀m ∈ NT

n∈Pm

xn ∈ Sn

∀n ∈ Nt , ∀t ∈ T .

The next step is to use Lagrangian methods to decompose [S-MIP-+ ]. We define [L-MIP]µ ,
where µ is the vector of Lagrangian multipliers (µm is the Lagrange multiplier on path m’s
total consumption constraint). Furthermore, in the objective function of [L-MIP]µ , the total consumption constraint corresponding to each path m is weighted with the probability of
occurrence of path m (ρm ). Note that [L-MIP]x,µ is decomposable by time-period.
X
X X
X X
[L-MIP]µ min L(x, µ) =
ρm µm (G + +
ρn Cn (xn ) −
ρm µm xn +
m)
n∈N

s.t. xn ∈ Sn

m∈NT n∈Pm

m∈NT n∈Pm

∀n ∈ N .

Here, the last term in the objective function is constant and will therefore not impact the optimal
consumption values. If we solve [L-MIP]µ ∀µm ∈ (0, µmax
m ), we obtain a set of corresponding
total consumption values for each path m, hence we can find the smallest total consumption
+
+
Ĝm , where Ĝm = G + +
m , m ≥ 0. Here, Ĝm , and therefore m are functions of µm . Note that

the structure of our model for each path guarantees that +
m < C, where C is the maximum
consumption at one time period (as shown for the deterministic case in Section 3.5).
Lemma 4.2. Let x∗ be the vector of optimal consumption values of [L-MIP]µ∗ such that
P
∗
+
+
∗
+
n∈Pm xn := G + m and m ≥ 0. Then x solves [S-MIP- ].
Proof. Using the Lagrangian sufficiency theorem (presented in Appendix D) we prove that x∗
is optimal for [S-MIP-+ ]. First, note that the feasible regions of both problems are identical.
Hence x∗ is a feasible solution of [S-MIP-+ ] and L(x∗ , µ∗ ) ≤ L(x̂, µ∗ ), ∀x̂ | x̂n ∈ Sn .
In the next step we calculate the expected value of u parameter (that is used in the aggregated
U-C curve), based on indexing the problem by paths, whereby we have:
X X
X X
X
ρn u∗n x∗n =
ρn u∗n x∗n =
ρm µm x∗n .
n∈N

t∈T n∈Nt

m∈NT n∈Pm
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(4.1)

Hence we can calculate the optimal marginal utilities, u∗n , that meet (4.1).
X

ρn u∗n x∗n =

X X
m n∈Pm

n∈N

=⇒

X

u∗n x∗n



n∈N

=⇒ u∗n =

m|n∈Pm

ρm µm x∗n =

n∈N

X

X
n∈N

n∈N m|n∈Pm

m|n∈Pm

P

X

 X 
ρm =
x∗n

X

P

X

ρm µm x∗n =

ρm µm

x∗n

X

ρm µm

m|n∈Pm



m|n∈Pm

ρm µm

m|n∈Pm

ρm

Note that the above calculation can be performed recursively starting from the leaf nodes. In the
next subsection, we will lay out the construction of the expected U-C curves with an algorithm
based on the equation above.

4.2

Stochastic U-C curves

We denote by un (q), the marginal value of electricity consumption at level q, at the tree node n
(note that u is a set valued map and for some qs there is an interval of corresponding marginal
costs u). Similarly, we define the function g(u, n) which indicates the consumption value (q)
at node n, with marginal utility u. As discussed above, in order to make the optimal choice
of consumption in a given period, we must know the expected cost of future consumption.
Clearly, this must be reflected through a single (expected aggregated) U-C curve, as we can not
anticipate the future.
In our proposed method, we model the uncertainty in our SDP as a time in-homogeneous Markovian process. In order to model the stage-wise dependency, we use the transition probabilities.
We use notation ρn,l to show the probability of transitioning from node n to node l in the
tree5 . In addition, we define an artificial node n̂ for stage zero as N0 = {n̂}, where ρn̂,l is the
probability of being at node l at stage one. We use these transition probabilities to construct
the U-C curves with conditional expectation.
In order to build the stochastic U-C curves, we start by building the expected curve for the last
trading period (t = T ) that is observed by each node n ∈ NT −1 ; this is constructed by assigning
P
ρn,l ul (q) to quantity q (see Figure 7). This step is referred to as “vertical expectation”,
l∈NT

and the resulting curve as expected cost to go curve.
By stepping backward, for each node n ∈ Nt in the current stage (t = T −1), we are in a position
to map out the marginal cost of consumption for any quantity q by assessing the cheaper of the
two options, namely consume now or leave it for the future. This process will naturally deliver
updated U-C curves for each node in the current period as depicted in Figure 8. We label this
5

In Section 4.5 we will show how we calculate the transition matrix, for our price-making consumer model.
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û2
û1

ut (q̂)

= (ρ1 û1 + ρ2 û2 )

q̂

q̂

Figure 7: Vertical expectation step of constructing aggregated expected U-C curves
procedure “the horizontal aggregation”. Once the updated curves of all nodes of stage t are
available, we proceed to the vertical expectation step, which results in the expected cost to go
curve for n ∈ Nt−1 . We do this recursively as outlined in the SUC-construction algorithm below.
At the end of the algorithm, we are equipped with a look up table for optimal consumption at
each node of the tree.

un (qt3 )

3 )
νn (qt3 + q̂t+1

3
ut+1
n (q̂t+1 )

3 )
νn (qt2 + q̂t+1

un (qt2 )

2 )
νn (qt2 + q̂t+1

un (qt1 )
qt1

qt2

qt3

U-C curve of n ∈ Nt

2
ut+1
n (q̂t+1 )

2 )
νn (qt1 + q̂t+1

1
ut+1
n (q̂t+1 )

1 )
νn (qt1 + q̂t+1

+

1
2
q̂t+1
q̂t+1

3
q̂t+1

Expected U-C curve of (t + 1)

2 )
(qt1 + q̂t+1

1 )
(qt1 + q̂t+1

→

3 )
(qt2 + q̂t+1

2 )
(qt2 + q̂t+1

3 )
(qt3 + q̂t+1

νn (q)

Figure 8: Horizontal aggregation step of constructing aggregated expected U-C curves

Given the step-wise form of the U-C curves, we can implement the above procedures in a
relatively computationally inexpensive manner, by first acquiring the set of q values at the edge
of each step. We can find the corresponding u values for all q levels between two consecutive
edges. Let Ξn denote the set of all consumption values that shape the vertical steps in the U-C
curve of node n. We also define the set of optimal (corner point) consumption-to-go values at
node n as Qn (for t = T , Qn = Ξn ). We denote the set of optimal consumption-to-go values at
S
stage t by Qt = n∈Nt Qn . We sum up this method by SUC-construction algorithm below:
1. Set t = T .
2. ∀n ∈ Nt−1 : utn (q) =
3. t −→ t − 1.

P

ρn,m um (q),

∀q ∈ Qt (Figure 7).

m∈Nt
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t+1 } (Figure 8).
4. ∀n ∈ Nt : Kn = {(qt , q̂t+1 )|un (qt ) = ut+1
n (q̂t+1 ), ∀qt ∈ Ξn ∪ Q

Qn = {q|q = qt + q̂t+1 , ∀(qt , q̂t+1 ) ∈ Kn }.
5. ∀n ∈ Nt : νn (q) = un (qt )|q = qt + q̂t+1 , ∀(qt , q̂t+1 ) ∈ Kn (Figure 8).
P
ρn,m νm , ∀q ∈ Qt (Figure 7).
6. ∀n ∈ Nt−1 : utn (q) =
m∈Nt

7. If t > 1, go to step 3. If t = 1, utn is the function corresponding to the aggregated expected
U-C curve in node n, at stage one.

4.3

Heuristics

In the stochastic setting, we can use a similar model to the heuristic algorithm that we proposed
in the deterministic model in order to solve the [S-U-MIP] problem for any given Ĝ. Similar to
the deterministic model, here, at each stage of solving the dynamic programming we are faced
with two curves. One is the current time-period’s utility-demand curve and the other one is the
curve corresponding to the expected future. Therefore we define [S-HEU] as below:
[S-HEU]

min

X

X

uin xin

n∈{Now,Future} i∈In

s.t.

X

X

xin = Ĝ

[û]

n∈{Now,Future} i∈In

0 ≤ xiNow ≤ q i − q i−1

∀i ∈ INow /{1}

0 ≤ xiFuture ≤ q i − q i−1

(q i , q i−1 ∈ Ξn )

∀i ∈ IF uture /{1} (q i , q i−1 ∈ Qt+1 )

In [S-HEU] the index “Now” refers to the current node n ∈ Nt of the scenario tree (which is in
the current stage t), therefore INow denotes the indexes of the set of u values that correspond
to the optimal consumption levels in the U-C curve corresponding to node n ∈ Nt (un (q), ∀q ∈
Ξn ). Similarly, the index “Future” refers to the expected future as is observed by the current
node in the tree. Hence IFuture denotes the indexes for the set of u values that correspond
to all optimal (corner point) future consumption-to-go values that are observed by node n
t+1 ). The optimal consumption values in [S-HEU] form a feasible solution to
(ut+1
n (q), ∀q ∈ Q

[S-CM-MIP]. The optimal solution to [S-HEU] solution has advantages over other solutions.

4.4

Stochastic U-C policy implementation

Here we lay out the algorithm that we use to obtain near optimal policies with utilization of
U-C curves, when given a total consumption value Ĝ over the time horizon T = {1, 2, . . . , T }.
Stochastic U-C algorithm: SUCA
1. Construct the aggregated expected U-C curve from subsection 4.2
Calculate vn (q), ∀q ∈ Qn , ∀n ∈ Nt , ∀t ∈ T .
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2. Start forward pass. Set t = 1 and set consumption to go G = Ĝ.
3. For the realized node of tree n ∈ Nt , find the corresponding u value
If G ∈ Qn :
– Directly use νn (G) to determine optimal consumption value6 at stage t
x̂t = g(νn (G), n).
Else:
– Use the heuristic model to determine the consumption value at stage t
Solve [S-HEU] with G = Ĝ. Given x∗Now is the optimal consumption value of [HEU]
for present stage → x̂t = x∗Now .
4. Update consumption to go value in the forward pass. Set G = G − x̂t .
If t 6= T :
– Go to next step. Set t = t + 1 and go to step 3.
Else:
– End of simulation

4.5

Modelling uncertainty

In this section we address scenario sampling methods, scenario trees and the structure of uncertainty. The section is divided into two parts, firstly, we present a tailor-made clustering method
in order to address the uncertainty within our model’s endogenous pricing process. Secondly,
we probe different types of uncertainty and their impact on the scenario tree layout.
4.5.1

Scenario clusters

The size of a multistage stochastic program’s scenario tree increases exponentially with the
number of scenarios that are included in each stage, and the length of the time horizon. Thus,
the large-scale models that are of interest to us, may well become computationally intractable.
One of the methods used to tackle this curse of dimensionality is to utilize scenario clustering
techniques to reduce the size of the scenario tree [1,4,5,7,11,12]. In most of the sample-processing
methods that are used for the multistage models, the stochastic process is the representative of
a stochastic exogenous parameter over the time-horizon [2,3,10,13,14]. For instance, stochastic
processes for demand or price are most commonly used in electricity market models, where the
exogenous electricity prices or demand levels are approximated through representative scenarios
along the time horizon. However, in our model, given the price-making nature of the agent of
interest, the possible future scenarios cannot be properly approximated by a few exogenous
parameters. Hence the accuracy of a parametric stochastic process would not be sufficient.
6

The optimal ILR quantity is computed simultaneously with the optimal consumption value for each node n

and for each u value. These values can be stored to be used in this step of the algorithm.
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In order to construct a price process that adequately represents the future, we only focus on
the impacts of the uncertainty in the market participant’s actions on the strategic node. The
parameters within each scenario impact our model’s objective function through the energy and
reserve prices at the strategic node; these prices are functions of the consumer’s actions as well
as those of other market participants (generators and other consumers). Given this endogenous
nature of the strategic node’s prices, the information that we need from each scenario is the
strategic node’s energy and reserve price for all possible actions of the strategic consumer. We
take a price sensitivity analysis approach to define representative scenarios. Without loss of
generality, and in order to reduce the number of scenario clusters, we only consider energy
prices to be of importance in our clustering method.
In this section, Ωt denotes the set of all outcomes (scenarios) restricted to stage t. In effect this
is similar to Nt , where each n ∈ Nt corresponds to a scenario ω ∈ Ωt . Let πtω (l), denote the
energy price that is the outcome of solving the OPF model for scenario ω and stage t, with the
strategic consumption level l ∈ L. In order to further quantify our sensitivity analysis, we first
define the price ranges and assign an index (r) to each price range (pr ). Table 3 presents an
example of possible price ranges for our model.
r
pr

1
0-20

2
20-40

3
40-60

4
60-100

5
≥100

Table 3: Price ranges
At the next step we assign the price range indices to each consumption level (l). Therefore, we
denote the cluster of scenario ω at stage t (cωt ), as a vector with |L| elements, where (cωt )l =
r|πtω (l) ∈ pr . Defining scenarios by vectors enables us to utilize the idea of representative
scenarios. Therefore, given that each unique vector represents a cluster, scenarios that result in
the same vector of price-ranges can be considered to be in the same cluster.
In addition to defining the clusters, we must calculate the relative frequency of each cluster
occurring for each type of time period. This can be done through counting the number of
members of each cluster over the sample space. Using these clusters we can also address stagewise dependence in the price process as markov process. We can estimate a transition matrix
based on transition frequencies. Utilizing the resulting transition matrix alongside with the
method described in subsection 4.2, we can construct the expected U-C curves over a designated
time horizon. (See Appendix E for NZAS’s tailor-made scenario clusters and the corresponding
transition matrix for our case study.)
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4.5.2

Scenario realizations

In this part we discuss different structures of uncertainty for our mathematical model. So far we
used a wait-and-see approach in defining our model where, at each stage, the realized scenario is
known, even though all future stages’ scenarios that would be realized are uncertain. Depending
on the nature of uncertainty, we may wish to lay out our model with a here-and-now decision
process. In this setting, we know which scenario ω is realized only after we make a decision.
In order to capture such uncertainty, at each stage, t, we need to solve a MIP equivalent of
a stochastic bi-level problem for the strategic consumer, for which the optimal consumption
maximizes the expected profit over a set of scenarios for that stage (Ωt ). In Appendix C, we
have laid out the stochastic bi-level optimization problem, that then is reformulated as a MIP,
which we refer to as [H-MIP]t,u . We solve the stochastic [H-MIP]t,u , ∀t ∈ T , which maximizes
expected profit (with marginal utility value of u) over ω ∈ Ωt where Ωt is the set of possible
future scenarios for stage t.
Although wait-and-see or here-and-now methods are useful in modelling specific types of stochasticity, in practice, decision making under uncertainty is a combination of wait-and-see and hereand-now actions, given the difference in our ability of predicting different uncertain parameters.
Therefore, we combine the here-and-now and wait-and-see approaches into a hybrid method, in
order to present a more realistic stochastic process.
We first utilize the type of uncertainty that cannot be accurately predicted to make scenarios
for [H-MIP]t,u . In the case of our model, such uncertainties arise from real-time fluctuations in
demand or wind. In addition, we incorporate the wait-and-see uncertainty that follow known
patterns and can be anticipated, to build the set of states in each stage of the scenario tree
for the stochastic model [S-MIP]. Such uncertainties are built into our model as the estimated
generation offers, as well as average demand and prices, depending on the time-of-day, day-ofweek and season of a trading period.
For our stochastic optimization model, the hybrid scenario tree illustrates our implementation
of scenario clusters, where each node in the scenario tree represents a unique type of time period,
which we refer to as a cluster. Each cluster consists of scenarios that share similar patterns of
generation offers and total demand. Given that market participants have a good estimate of
the type of trading period they are in (in terms of generation offers and total demand), before
making their decision, we define clusters in a wait-and-see setting. On the other hand, the realtime fluctuations of the market need to be addressed through a here-and-now stochastic model,
within each cluster. (See Appendix F for a detailed implementation of the hybrid method for
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NZAS.) In the next section we utilize our hybrid method in our case study of a large consumer
in New Zealand.

5

Case study

In this section, we implement our stochastic model for the New Zealand aluminum smelter
(NZAS), an industrial consumer of energy in the NZEM. The strategic consumer’s load is large
enough to affect the energy price at its node. Also, it is capable of offering ILR, and can thereby
influence the reserve price within the South Island of New Zealand. We solve our model for a
given total consumption level to determine our consumption policy over a time-horizon based
on our proposed method. The expected cost of this policy is compared to the operating policy
of NZAS which consumes a fixed volume over all trading periods.
Utilizing SUCA algorithm (from subsection 4.4), we simulate our stochastic U-C policy with
out-of-sample paths. (See Appendix G for a detailed NZAS out-of-sample policy simulation
implementation.) In order to present a detailed report on the policy performance, we limit our
example to analysis of one season, winter. Hence, we construct our sample space using historical
data from winters 2016–2018. Our proposed algorithm for solving stochastic multistage demandresponse allows us to solve our model over a time-horizon of up to one month in a reasonable
time-frame. In this section, we report on the average cost of 200 different sample paths. We
present numerical results for short-term (daily), mid-term (weekly) and long-term (monthly)
demand scheduling.

5.1

Daily scheduling

In this section we simulate our daily consumption policies using random sample paths and
compare it with a fixed policy, in which the consumption rate stays the same throughout the
time horizon. Note that in order to simulate the fixed policy, we run our model for the outof-sample scenarios with the given fixed consumption rate and compare the total cost with our
policy. In our case study, the total consumption requirement for one day is set to 13728MWh7 ,
hence at the fixed policy, the consumption is 572MW at all time periods8 . In Table 4, we report
on the average total expected cost over 200 paths, for U-C policy and the fixed policy.
In order to further illustrate the policies’ performance, we choose a random sample path and
report on each stage’s optimal actions. In this example, we compare our policy with a fixed
policy, where the same level of consumption applies to each stage. In Figure 9 we present
7

Note that in the NZEM trading periods are half-hours. Therefore, if the consumer’s consumption rate is

100MW, during one trading period it consumes 50MWh.
8
572MW is the fixed rate that was used by the NZAS in the historical data that we have used.
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U-C Policy
Fixed Policy

Expected cost ($)
966,225
1,166,420

Average Price ($/MWh)
69.8
85.6

Table 4: Daily scheduling comparison
a comparison between optimal actions, followed by a plot showing the realized prices in each
stage, given the consumption level. This shows that our policy is able to utilize the off peak time
periods and consume more, such as TP9. Furthermore, our policy adjusts the consumption in
peak time periods and reduces its level in order to alleviate spike prices, TP17 is an example of
such time periods, where the fixed policy results in much higher price than our policy’s realized
price. In order to demonstrate the difference in stage-wise dependent (the method that we use)

Consumption (MW)

and the stage-wise independent approach, we compare the two methods in Appendix H.
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Figure 9: Policy comparison

5.2

Weekly scheduling

In this section, we simulate our proposed policy on a week-long time horizon. We first report on
the performance of our method, in comparison with the fixed consumption policy. Secondly, we
discuss the length of time horizon, and how the strategic consumer can decrease its total cost
if it schedules demand over a longer time period. Note that in weekly scheduling simulation,
the time horizon consists of 48 × 7 = 336 stages. The algorithm used to employ our U-C curves
as the marginal value’s look-up table is the same as depicted in Figure 12. Moreover, Table 5
compares the U-C and fixed policy, when simulated for 200 random sample paths. For these
simulations, the total consumption (G) equals 336 × 572 ×

25

1
2

= 96096MWh.

U-C Policy
Fixed Policy

Expected cost ($)
6,677,076
8,042,006

Average Price ($/MWh)
67.23
82.91

Table 5: Weekly scheduling comparison
The longer the time horizon for demand scheduling is, the longer it takes to construct the U-C
curves. On the other hand, the extended time horizon allows us to take into account further
future information in our present actions, and to have more opportunity to shift load to low
price periods. In this part, we lay out an example in which we compare the performance of two
policies; the first one is solving the stochastic demand scheduling problem through utilizing U-C
curves, for random sample paths, over a week-long time horizon, with G = 96096MWh. In the
second example, we use the same sample paths that we used in the first example, but here we
solve a sequence of seven one-day long scheduling problems, where we set the total consumption
required for each of these days’ policies to be the same: 96096/7 = 13728MWh.
Schedule
Weekly
Daily
Weekly
Daily
Weekly
Daily

Load (MWh)
Load (MWh)
Cost ($)
Cost ($)
Price ($/MWh)
Price ($/MWh)

Mon
13714
13728
864,854
867,953
58.7
59.5

Tues
14258
13728
1,097,349
1,020,440
72.9
71.0

Wed
12731
13728
794,562
980,425
60.2
68.8

Thur
14014
13728
869,550
848,277
61.1
60.9

Fri
13584
13728
748,289
836,657
52.4
58.3

Sat
13961
13728
777,241
748,979
54.3
53.8

Sun
13831
13728
837,680
822,674
56.6
56.0

Table 6: Weekly scheduling comparison
Table 6 shows the benefits of the flexibility in total consumption in one day versus one week.
Here we compare the total load in one day for the two policies, while the aggregated amount for
the whole week stays fixed. The results demonstrate that the weekly scheduling is more able
to adjust consumption to take advantage of lower priced days more than the daily scheduling
policy. The total cost in daily scheduling over the 7 days is $6,125,408 which is 2.2% higher than
that of the weekly scheduling, which is $5,989,527. Moreover, the last two rows of this table
show the time-weighted average price at the strategic node, under the two types of scheduling.
We observe that nodal price of higher priced days (e.g. Wednesday) reduces when we are able to
shift load between days in the weekly scheduling. We further illustrate the results in Figure 10,
where we laying out the detailed consumption levels and prices for Wednesday and Thursday.
As shown in Figure 10, the weekly scheduling scheme reduces total consumption on Wednesday,
but compensates for it in the following days. On the other hand, the daily scheduling is set to
consume the fixed total consumption and therefore on Wednesday the average price becomes
about $8 more than that of the weekly scheduling model. On Thursday, weekly schedule’s
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Figure 10: Weekly and daily policy comparison
total consumption (14014MWh) is more than the total amount in the daily scheduling policy
(13728MWh), but the difference in the average price of energy is only 20 cents.

5.3

Monthly scheduling

The length of the period of a production plan primarily depends on the duration of the contracts
with its clients. The length of a firm’s manufacturing schedule, can also be affected by sustained
and considerable increases or decreases in the price of its product. For instance, if a firm observes
that the local or global price of its product is constantly dropping, it might want to set a lower
production level for the next scheduling period. In order to practically address the contract
length, and the price signals, we have chosen the duration of one month as the longest timehorizon for our case study on NZAS’s demand scheduling.
In this section we present numerical results for monthly demand-scheduling with our U-C policy
and compare it with a fixed consumption policy. Note that for our case study the number of
trading periods in one month is (48 × 7 × 4 = 1344). Solving a stochastic multistage program
over a large time-horizon raises concerns on both the accuracy of generated policies and the
practicality of implementation. The first issue is due to the unavailability of reliable information
for the time-periods that are far in the future. Therefore, the parameter estimates for the
scenarios at the time periods which are close to the end of a long time-horizon can become
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inaccurate. However, as we approach these time periods in our forward pass, we could gain
more useful information on the parameter values associated with these TPs. For instance,
the weather forecast becomes more accurate as it gets closer to the date, resulting in better
estimates of reservoir levels and temperature. Secondly, building the U-C curve becomes more
cumbersome as the planning period becomes longer. When large number of U-C curves are
aggregated, the width of the steps in the aggregated expected U-C curve become smaller, which
requires larger numbers of calculations in each recursion and much larger memory space.
In order to address the accuracy and practicality issues, we propose a time-adaptive aggregation
method for building U-C curves. Given that the information on future time periods evolves as we
move forward in time, we build the individual U-C curves for the farther time periods with less
detail. Hence, when constructing U-C curves for scenarios in distant time periods, the intervals
of u values in {0, umax } are larger than for those closer to the start of our time-horizon.
In order to implement the time-adaptive U-C curve approach for the monthly scheduling, after
constructing the first aggregated expected U-C curve (at day 0), we run our forward pass, and at
the end of each week, we update the aggregate U-C curve that is corresponding to the remaining
weeks. Table 7 presents the interval updates at the end of each week in the forward pass.
week
week
week
week

1
2
3
4

Day 0
1
1
10
10

Day 7
1
1
10

Day 14
1
1

Day 21
Standard U-C Policy
Updated U-C Policy
Fixed Policy
1

Exp cost ($)
21,160,509
21,276,065
25,499,180

Ave Price ($/MWh)
62.6
62.7
82.4

Table 8: Monthly scheduling comparison
Table 7: Bisection search u intervals
In the monthly scheduling case study, we used 100 random sample paths, using the historical
data for winter 2016 and 2017. In order probe the impacts of updating U-C curves, we conduct
the following experiments on these 100 sample paths and report the average results. The first
experiment is our standard U-C policy and assumes sufficient and consistent availability of
information for all the four weeks in the horizon. In the second experiment we assume that,
for each sample path, less information is available for weeks three and four at the beginning of
simulation. Therefore the U-C curve is based on less detailed future data. Here, we implement
the time-adaptive U-C policy, and use Table 7 to construct and update our aggregated U-C
curves. Note that the same sample paths are used in these two experiments. In Table 8 we
compare the updating mechanism with the standard U-C policy, and the fixed consumption
method. Here, we observe that the expected cost in the updated U-C policy is only 0.5% higher
than the standard U-C policy, which is an acceptable trade-off for reducing the problem size
whilst also enabling the updating of future scenario distributions.
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6

Conclusions

In this paper, we presented a model that solves a large-scale extended time-horizon strategic
electricity consumption scheduling problem. The major consumer in this model, purchases
electricity from the spot market, and is also able to offer ILR. We assumed a price-making
major consumer (modeled via a MIP), who observes the impacts of its decisions on the market.
In order to be able to solve such a large MIP over an extended time-horizon, we used Lagrangian
methods to decompose the multistage stochastic demand and ILR co-optimization. Our method
determines the consumer’s optimal demand and ILR offer by adjusting the marginal value of
consuming electricity to the type of trading period.
We implemented our optimization method for a large consumer of energy in New Zealand. Our
policy simulation over out-of-sample scenarios showed the advantage of our proposed method,
which resulted in on average 18% cost reduction compared to the fixed consumption policy.
We also showed that, by extending the time-horizon, our method takes advantage of the higher
flexibility in consumption level which leads to lower total cost. For instance, weekly scheduling
saves about 2%, when compared to daily scheduling for the same total consumption over the
seven days. By utilizing our proposed method, we also solved the multistage demand planning
over one month, for NZAS, a large manufacturer in New Zealand. Our algorithm allows for
incorporating stage-wise dependent scheduling, as well as updating and tuning the look-up table
as the information about the future evolves in the forward pass.
Finally, we showed that the strategic behavior of a major consumer who purchases electricity
from the wholesale market and has flexible load, not only decreases its own costs but also lowers
the spot price of electricity, which can also benefit smaller consumers.
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Appendix
A

Co-optimized strategic energy bidding and interruptible load
reserve offering

In this appendix we lay out a profit maximization problem that is solved by a major consumer
of energy in a co-optimized energy and reserve market, where the consumer is able to offer
ILR. We first present the co-optimized optimal power flow (OPF) problem over a multi-node
network. We use the following notation:
fij

The flow between node i and j.

Kij

The line capacity in arc ij.

re

The reserve level required in zone e.

Vn

The minimum amount of difference between ILR and consumption, at node n.
It denotes the level of consumption that can not be interrupted.

Bn

The fraction of generation allowed to be offered at reserve, at node n.

Wn

The maximum total amount of generation and reserve, offered by the generator
, at node n.

N

The set of all nodes in the network. Note that in our model we have
one agent per node. This is not a restrictive assumption.

N∗

The set of the strategic nodes. In our model |N ∗ | = 1

A

The set of all arcs in the network.

Ne

The set of all nodes in zone e.

L

The loop constraint matrix, where Ll,ij corresponds to row l (associated with each loop)
and the column ij corresponds to arc ij.

T

0n
c

The set of interruptible consumption tranches.

en

indicates the zone that node n is located in.

E

The set of zones.

Z

The set for types of tranches, i.e. consumption, generation, ILR and reserve.
Z = {c, g, rc, rg}

Tz

The set of all offered tranches of type z.

Tzn

The set of all tranches of type z at node n

ytz

The variable associated with the dispatch quantity tranche type z.

pzt

The price of tranche t of type z.

qtz

The quantity of tranche t of type z.

[ ]

Variables in [

] indicate the duals of their associate constraints.
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[OPF] max
c g
y ,y

s.t.

X
tc ∈Tc

pgtg ytgg −

tg ∈Tg

X

ytcc +

tc ∈Tcn

−

X

pctc ytcc −

X

trg ∈Trg

X

rc
prc
trc ytrc

trc ∈Trc

X

ytgg

[πnd ]

(A.1)

[πern ]

(A.2)

[λl ]

(A.3)

+ −
[ηij
, ηij ]

(A.4)

[νtz+
, νtz−
]
z
z

(A.5)

[θn ]

(A.6)

ytgg

[φn ]

(A.7)

ytgg ≤ Wn

[φ0n ].

(A.8)

fin =

tg ∈Tgn

i|in∈A

X

X

n∈Ne z∈{rc,rg}

X

X

fni −

i|ni∈A

X

rg
prg
trg ytrg −

X

ytzz = −re

tz ∈Tzn

Ll,ij fij = 0

ij∈A

− Kij ≤ fij ≤ Kij
0 ≤ ytzz ≤ qtzz
X
X
ytrcrc −
ytcc ≤ 0
tc ∈T 0 n
c

n
trc ∈Trc

ytrgrg ≤ Bn

X

tg ∈Tgn

n
trg ∈Trg

ytrgrg +

X

X

n
trg ∈Trg

X
tg ∈Tgn

Here (A.1), and (A.6) to (A.8) hold ∀n ∈ N . (A.2) holds ∀e ∈ E. (A.3) holds for each loop,
indicating that sum of impedance adjusted flows across the loop must be zero. (A.4) holds
∀ij ∈ A. (A.5) holds ∀tz ∈ Tz , ∀z ∈ Z. Using the OPF model, laid out above, we formulate the
bi-level optimization problem, that we call [B-L], below:
!
X
[B-L] maxr
uxn − πnd xn + πern xrn
xn ,xn

s.t.

n∈N ∗

0 ≤ xn ≤ Cnd

(A.9)

0 ≤ xrn ≤ Cnr

(A.10)

xn − xrn ≥ Vn
X
X g g
X rg rg
X
rc
[OPF2] max
pctc ytcc −
ptg ytg −
ptrg ytrg −
prc
trc ytrc
y z|z∈Z

s.t.

tc ∈Tc

tg ∈Tg

trc ∈Trc

(A.1) − (A.8)
X
X
X
X g
ytcc +
fni −
fin =
ytg − xn
tc ∈Tcn

−

trg ∈Trg

X

i|ni∈A

X

X

i|in∈A

(A.11)

[πnd ]

(A.12)

tg ∈Tgn

ytzz = xrn|n∈Ne − re

[πer ].

(A.13)

n∈Ne z∈{rc,rg} tz ∈Tzn

Here we solve a slightly different OPF problem as the lower level problem which we called
[OPF]. The difference is in adding the strategic consumption and ILR variables to the OPF
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model. Hence here (A.9) to (A.11), and (A.12) hold ∀n ∈ N ∗ . In addition, (A.1) holds
∀n ∈ N − N ∗ . For reserve requirement, which is met on the zonal level, if the strategic node is
in zone e, (A.13) is enforced, and for all other zones, we enforce (A.2). This bi-level model is
then reformulated as a MIP. (See [8], for details on the reformulation algorithm.)

B

Co-optimization example’s market data

In this appendix, we present the network structure, and the parameter values that are used
in our 3-node example. As illustrated in Figure 11, the network contains a loop (impedance
equals 1.0 for all arcs) with buses A, B and C. In this example we assume that there are two
generators, one at bus B and one at bus C. We also assume there is an inelastic consumer at
bus C and the strategic consumer at bus A. The line capacities are shown in Figure 11.
Strategic Consumer

24

A

Generator B

B
27

25

C

Inelastic Consumer

Generator C

Figure 11: The 4-node network.
Table 9 presents energy and reserve offer stack data. Here, the maximum amount of aggregated
reserve and energy available from generators B and C are 50 and 75 MW, respectively.
Gen B Energy

Gen C Energy

Gen B Reserve

Gen C Reserve

Cons C ILR

quantity

price

quantity

price

quantity

price

quantity

price

quantity

price

15

9

15

10

10

2.5

13

4.5

20

300

7

13

15

15

15

3.5

15

6

7

18

10

17.5

15

4.1

17

7.8

8

20

9

19.2

10

6.5

17

11

7

23

9

24

10

8.7

20

22

Table 9: Energy and reserve offer stack data.

Moreover, Table 10 presents the values of demand and reserve parameters associated with each
time period.
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Time Period
1

2

3

4

5

6

7

8

9

10

11

12

Bus C Inelastic Demand (MW)

13

18

14

23

27

28

52

53

53

23

27

21

Reserve Requirement (MW)

18

21

17

36

31

39

71

69

70

35

42

36

Table 10: Inelastic demand and reserve levels

C

Stochastic co-optimization for a strategic major consumer

In order to address uncertainty we define a stochastic model, where the strategic consumer
decides on its optimal consumption level, that would maximize expected profit over the set
of scenarios Ω, where the probability of occurrence of each scenario ω is ρω . We lay out this
stochastic bi-level problem [S-B-L], as below:
!
[S-B-L]

max

xn ,xrnω

s.t.

D

X
ω∈Ω

ω

ρ

X

uxn −

ω
πnd xn

+

ω
ω
πern xrn

n∈N ∗

(A.9) − (A.11)

∀ω ∈ Ω

[OPF2]ω

∀ω ∈ Ω

Lagrangian sufficiency theorem

Theorem D.1. If x∗ and λ∗ exist such that x∗ is feasible for [P] and L(x∗ , λ∗ ) ≤ L(x, λ∗ )
X ,then x∗ is optimal for [P].
Proof. Define
Xb = {x : x ∈ X and g(x) = b}
Hence ∀x ∈ Xb we have:
L(x, λ) = f (x) − λ> (g(x) − b) = f (x)
Now x ∈ Xb ∈ X , and so by assumption:
f (x∗ ) = L(x∗ , λ∗ ) ≤ L(x, λ∗ ) = f (x)
Which concludes, x∗ is optimal for [P].
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∀x ∈ Xb .

∀x ∈

E

Scenario clusters for NZAS

In order to build scenario clusters, we sample multiple scenarios from the sample space (winters
2016–2018) for each stage t over the time horizon T . We distinguish the type of a stage (γ) by
the trading period of the day (TP ∈ P ), the type of day (d ∈ D), as weekend or weekday, and
the season (s ∈ S). Hence there exist |P| × |D| × |S| types of stages; we call the set of all types
of stages as Γ. Depending on the length of the time horizon, the number of types of stages that
are included in the model is different. For instance, in our monthly scheduling model, we target
one season |S| = 1, therefore we have (|Γ| = 48 × 2 × 1 = 96). Note that two stages can share
the same γ (e.g. 2 p.m. in all weekdays of winter). Utilizing the above definitions, we assign
a sample space Θγ , ∀γ ∈ Γ, where each sampled scenario θ ∈ Θγ is derived from the historical
data of trading periods of type γ.
Moreover, ∀γ ∈ Γ, we run the vSPD (the OPF problem for the NZEM) ∀θ ∈ Θγ , for different
designated levels of consumption l ∈ L for our strategic consumer (the NZAS in NZEM) and
report on the corresponding energy prices at the strategic node (Tiwai Point). Using this
method, we can determine the kind of each scenario, in terms of realized prices corresponding
to different strategic consumption levels. Table 11 shows an example of the change in price by
increasing consumption of the strategic consumer, for a group of sample scenarios.

Date and Time

Parameters

Load (MW)

s

d

TP

300

500

700

5/07/2016 0:00

w

w–d

1

21.2

41.678

49.401

5/07/2016 0:30

w

w–d

2

26.651

44.535

56.011

5/07/2016 1:00

w

w–d

3

18.289

41.697

47.902

5/07/2016 1:30

w

w–d

4

9.117

36.413

47.332

5/07/2016 2:00

w

w–d

5

4.715

34.558

46.749

Table 11: Price sensitivity analysis

In order to further quantify the sensitivity analysis, we assign an indicative value to each price
range.
Utilizing Table 3’s price range definitions, we assign the price range numbers to each consumption level and make Table 12. Note that we picked 5 price ranges, since it was a good trade-off
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between accuracy and practicality. In Table 12, we view each row as a vector where each unique
vector is a cluster. For example, the first two scenarios of this sample are in one cluster, with
a corresponding cluster vector [2,3,3].

Date and Time

Parameters

Load (MW)

s

d

TP

300

500

700

5/07/2016 0:00

w

w–d

1

2

3

3

5/07/2016 0:30

w

w–d

2

2

3

3

5/07/2016 1:00

w

w–d

3

1

3

3

5/07/2016 1:30

w

w–d

4

1

2

3

5/07/2016 2:00

w

w–d

5

1

2

3

Table 12: Price range clusters

We derive the set of clusters Cγ through the above algorithm ∀γ ∈ Γ; here each cluster c ∈ Cγ
S
consists of a subset of sample scenarios Θcγ . Furthermore, c∈Cγ Θcγ = Θγ and all subsets Θcγ
are pairwise disjoint. Using the above definitions, we integrate the notion of a hybrid scenario
tree with our clusters (as described in subsection 4.5.2). In our model’s scenario tree, at each
stage t with type γ, we have |Cγ | nodes, and represent each node with the [H-MIP]t,u model
(introduced in Appendix C), that is solved over the scenario set Θcγ (in the next subsection
we will use the solution of [H-MIP]t,u to build the corresponding U-C curves). In addition to
defining the clusters, we calculate the probability distribution of the clusters (c) at each type
of stage γ (as illustrated in subsection 4.5.1) and denote it by ϕcγ .

F

Expected U-C curves for NZAS

In order to construct the expected U-C curve over the time horizon T for our case study, we
first need to calculate the individual U-C curves9 for each t ∈ T . Thereafter, for our hybrid
model, each individual U-C curve corresponding to stage t (where t is of type γ), and cluster c is
calculated through iteratively solving [H-MIP]t,u over set of scenarios Θcγ , which is the stochastic
optimization program corresponding to cluster c.
9

We calculate individual U-C curves as described in Section 3.3, but, instead of solving [MIP]t,u , we solve

[H-MIP]t,u . We use a bisection search to determine the optimal consumption corresponding to marginal utility
values in {0, umax }, where ∆u = 1 MW is the smallest interval for u values.
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When solving our multistage model, we focus on which stage (t ∈ T ) we are at instead of
which type of stage we are facing. Therefore, we use the function ψ(t) = γ that returns the
type of stage t and update our notation as follows; we assign a scenario set Ωt to each stage t,
which consists of all clusters c ∈ Cψ(t) . Therefore, each cluster c ∈ Cψ(t) corresponds to one
scenario ω ∈ Ωt ; in other words, we can view each ω ∈ Ωt as the representative scenario of its
corresponding cluster c ∈ Cψ(t) . Moreover, the probability of occurrence of ω ∈ Ωt in a stagewise independent setting (ρωt ) is equal to that of its corresponding cluster (ϕcψ(t) ). Similarly,
when we assume stage-wise dependency for the transition probabilities, we have: ρσ,ω
= ϕb,c
t
ψ(t) ,
where σ is the realized scenario at stage t−1. Note that for trading periods that are transitioning
from a weekday to weekend and vice versa we set the sample set accordingly in order to maintain
the information on transition probabilities. In this case study, for each trading period t ∈ T ,
our sample space consists of 50 trading periods of type ψ(t). Note that the number of clusters
for each t is different.
By utilizing the method described in subsection 4.2, we construct the expected U-C curves over
the designated time horizon. Here we use ρσ,ω
to address the probability of transitioning from
t
scenario σ at stage t − 1 to ω at stage t. Note that ρσ,ω
is equivalent to ρn , l which is the
t
probability of going from node n ∈ Nt−1 in the tree to node l ∈ Nt in the tree, where n and l
are the tree nodes that correspond to σ and ω, respectively.
The expected U-C curve provides us with a comprehensive look-up table, thereafter, when
given a total consumption G over time horizon T , we can derive a near-optimal action from the
expected U-C curve.

G

Out-of-sample policy simulation algorithm

In this appendix we use the algorithm that was laid in subsection 4.4 (SUCA) to simulate our
proposed policy. In order to address the fluctuations in demand and intermittent generation
resources, we conduct an out-of-sample simulation in which we take up on a hybrid stochastic
scheme where we assume that, before decision making, the type (cluster) of the realized scenario
is known (wait-and-see), but the details of the particular scenario is realized after decision
making (here-and-now). To simulate out-of-sample scenarios for our policy, we first build a
random sample path. ∀t 6= 1, given σ̂ is the picked scenario at t − 1, we randomly choose
scenario ω̂t from Ωt , with probability ρω̂t t .
Using this sample path (denoted by Ω̂), for each stage t, we have a randomly picked cluster
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(c ∈ Cψ(t) ) that corresponds to ω̂t . Thereafter, given ω̂t , we can use an out-of-sample scenario
$t , that belongs to the cluster c (corresponding to ω̂t ), as the realized scenario at stage t.
Therefore in our forward pass, we employ an action that is extracted from the U-C curves, and
apply it to the out-of-sample scenarios. Figure 12 lays out the steps of our simulation algorithm.
Here the blue boxes demonstrate the exogenous setting of each simulation, in addition gray
arrows are used to show the stages needed for the calculation of cost for out-of-sample scenarios.
Solve [MIP]t,u ∀u ∈ {0, umax } ∀ω ∈ Ωt

Sample scenario set Ωt , ∀t ∈ T

Agg expected U-C curve

Aggregate U-C curves

find u corresponding to G for ωt

U-C curves

Total consumption quantity (G)

x̂t , x̂rt

û

Update G → G − x̂t

find x̂t and x̂rt for ωt with û
ω̂t and its corresponding cluster c

Random Sample path Ω̂ = {ω̂t |t ∈ T }

Out-of-sample scenario with cluster c

forward pass t = t + 1 (step 1: t = 0)

$t

Solve vSPD for $t , with x̂t , x̂rt

Realized prices πt , πtr

Ct

Compute cost of t

Figure 12: Optimal stochastic policy out-of-sample simulation algorithm

H

Stage-wise dependency and independency

Electricity prices are affected by changes in temperature, rainfall, or in the event of generators’
or transmission’s shutdowns. Generally, fluctuations of electricity prices that are caused by
natural phenomenons continue for a few hours. Therefore, the beginning of an unforeseen rise
or fall of the price, could be used as a signal for adjusting the agent’s actions in the trading
periods that follow it. We address this property in our stage-wise dependent model. In this
section, we present an example, that illustrates the advantages of using a stage-wise dependent
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model. In this example we used a sample path that consists of scenarios with potentially higher
than average prices. (Such sample path could be representative of a very cold winter day.) We
simulate both our stage-wise dependent and independent U-C policies on one such sample path
and report on the optimal consumption levels and realized prices for all trading periods over
that day in Figure 13.
Consumption (MW)
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Stage-wise Independent Policy

0
0

5

10

15

20

25

30

35

40

45

25
30
Time period

35

40

45

Price ($/MWh)

200
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Figure 13: Stage-wise dependent/independent policy comparison
As shown in Figure 13, the stage-wise dependent policy anticipates the prospect of persisting
high prices whereas, in the stage-wise independent model, the probability of lower priced scenarios in the future is high enough for the consumer to delay its consumption to later time
periods in the day; this leads to very high prices towards the end of the time horizon for the
stage-wise independent model.
Expected cost ($)

Average Price ($/MWh)

U-C Policy[D]

966,225

69.8

U-C Policy[I]

1,045,437

72.1

Fixed Policy

1,166,420

85.6

Table 13: Daily Scheduling Comparison

From Table 13 we observe that the stage-wise dependent optimal policy yields the lowest average
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cost over our simulations. Note that we have used the same set of (out-of-sample) sample
paths for all three types of policies; in addition, our sample paths are generated using the
transition probability that is described in Appendix F. The stage-wise independent model still
has an advantage over the simple fixed policy, where the average nodal price for the NZAS has
decreased by $13.5.
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